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Abstract

A prompt, first frame, and identity reference can request incompatible appearances. This conceptual study
proposes an explicit precedence contract for those conditions and an evaluation that distinguishes valid
resolution from failed instruction following. ARGUS motivates the reference-conflict problem. No
conflicting inputs are submitted to a model here. The design preserves which requirement is authoritative,
which changes are allowed, and whether the resulting output can be judged. It argues that a plausible
compromise is not automatically a correct solution when the interface never specified what the competing
conditions were supposed to mean.

1. An inconsistency can belong to the request

A reference may show one accessory while a prompt requests another. A first frame can establish a scene
that conflicts with the text description. Some inconsistencies are intentional editing tasks; others are
accidental or outside the supported input contract. A generator cannot be evaluated fairly unless the
protocol states which interpretation applies. Calling every compromise successful would make instruction
following untestable, while calling every unresolved inconsistency a generator error would ignore invalid
requests.

ARGUS describes identity conditioning that includes selection and resolution of competing information
(Meng et al., 2026b). That makes precedence a useful research question, but does not give this article a
verified contract for every possible input combination. The present work is a conceptual evaluation
design. It does not run the framework or reinterpret an observed conflict outcome. Its aim is to define the
task before scoring the output, so the meaning of successful identity preservation remains compatible with
the other instructions.

A reference collection can grow in several ways: more identities, more images of existing identities, or
more comparisons among the same images. The LFW protocol makes these units distinguishable (Huang
et al., 2008), while its official loader documentation preserves the difference among development and
assessment files (Pedregosa et al., 2011). Datasheets provide a framework for explaining why those
objects were collected and which uses they support (Gebru et al., 2021). A subject-generation study
should apply the same discipline to reference mosaics and output trajectories. The number of reference
tiles is not automatically the number of independent observations, and the number of scored frames is not
automatically the number of subjects. Recording the hierarchy permits appropriate weighting and
uncertainty calculations later. Where a study uses only a public pair list, its conclusions should remain
about that list and its protocol. They cannot supply observations of appearance, motion, or recognition
errors that were never processed.

A face embedding is an instrument whose output needs a defined task. FaceNet supports verification and
recognition through a learned metric space (Schroff et al., 2015), while ArcFace (Deng et al., 2018) and
CosFace (Wang et al., 2018) pursue discriminative margins through different formulations. The scientific
population is supplied by the benchmark, not by those objectives. VGGFace2's within-person variation
(Cao et al., 2017), MegaFace's distractor scale (Kemelmacher-Shlizerman et al., 2015), and FairFace's
representation emphasis (Kirkkdinen and Joo, 2019) show why populations can differ materially. For
subject-preserving video, reference access and output conditions should therefore be documented
alongside the identity score. An automated evaluator may be accurate on its original photographic



population yet behave differently on generated motion, unusual lighting, or stylization. Establishing the
relevant transfer requires observations in those settings. Architectural sophistication in the identity
instrument cannot replace a direct assessment of the claim the generator is making.

2. The contract that an evaluator needs

A proposed test would label each input condition by its role. Identity evidence might be authoritative for
the subject, while scene text specifies a change to setting. A first frame could be a required initial
observation or a loose visual suggestion. Those are different tasks. The protocol should identify which
aspects of each source are fixed, editable, or optional. A requested change in clothing should not be
mistaken for permission to change the person, unless that is explicitly the task.

The test collection would include compatible cases, supported conflicts with a declared resolution rule,
and unsupported combinations. Their expected outcomes can differ: execution, clarification, or rejection
may each be appropriate. The report should preserve acceptance and rejection decisions. A system that
narrows its input support can improve conditional output quality without demonstrating broader control.
Conversely, rejecting an invalid request should not automatically count as a failure to preserve identity in
a task the interface never accepted.

Scoring should separate identity, requested transformation, and precedence compliance. An output can
retain the person while ignoring the authoritative scene instruction. It can satisfy text while copying a
different identity from the first frame. A single generic similarity score may reward whichever source its
representation happens to emphasize. Independent endpoints and a recoverable precedence rule make
those outcomes interpretable. The study should also retain ambiguous outputs rather than force a verdict
that the evidence does not support.

Replication has several levels: a second measurement, a second trajectory, and a second independently
acquired setting are different additions to evidence. Statistical calculations should retain those
distinctions. Heteroskedasticity-robust regression inference concerns unequal conditional variances
(White, 1980); cluster-robust inference concerns dependencies shared within groups (Cameron and
Miller, 2015). The group definition should be justified through the data collection and evaluation process,
and not chosen because it produces a preferred significance result. Unequal group sizes also influence
what a pooled average represents. Reporting both the group count and observation count permits a reader
to see whether the calculation describes common cases, heavily recorded cases, or an explicitly balanced
group population. No variance estimator alone resolves that choice of estimand.

Describing a contrast accurately can be more valuable than giving it an unjustified mechanistic name. A
causal interpretation needs assumptions about how exposure and outcome arose, including selection into
the analyzed sample. Causal diagrams provide a language for those assumptions (Greenland et al., 1999).
If several alternative metrics or partitions are examined, the investigator should also account for the
freedom to select whichever result appears strongest. False-discovery control is relevant to explicit
collections of statistical tests (Benjamini and Hochberg, 1995), while a descriptive sensitivity analysis
should be presented as such. A model can fit the observed rows well and still leave the principal
explanation unresolved. Reporting that boundary preserves the value of the observation without
overstating what adjustment or a significance threshold has established.

Subject conditioning is not identical to measuring the resulting subject. DreamBooth studies
subject-driven generation through model adaptation (Ruiz et al., 2022), whereas IP-Adapter develops
image prompting compatible with text conditioning (Ye et al., 2023). The reference evidence available to
those mechanisms should be matched or explicitly described in a comparison. Generic representations



also have different training purposes: CLIP connects imagery to language (Radford et al., 2021), while
DINO investigates self-supervised visual features (Caron et al., 2021). Either can contribute to a
measurement pipeline, but neither automatically defines human identity across generated motion. A study
should separate input fidelity, recognizability, and obedience to scene instructions. It should also retain
cases in which these objectives conflict. An image-conditioning mechanism can reproduce an accessory
or background very well while leaving a more important identity requirement unresolved. Measuring
those conflicts directly is more informative than declaring every increase in reference similarity a
successful preservation of the person.

3. Testing resolution without changing every condition

A diagnostic design could vary one conflicting source while holding the other information fixed, with
repeated outputs under declared sampling conditions. It would measure whether the authoritative
requirement remains stable and whether the permitted change occurs. This does not require exact pixel
identity across generations. It requires a task rule that distinguishes correct and incorrect consequences. A
visible difference alone would not establish meaningful resolution of the intended conflict.

Selection and generation should also be examined separately where possible. An internal controller may
select the right reference but the resulting clip may still violate the contract. An incorrect internal
explanation can also accompany an externally acceptable output. The evaluation should preserve both
observations without treating agreement among model components as independent confirmation. The
external task consequence remains the principal evidence about the completed workflow.

The scope of the result should be tied to the tested conflict types. A system can support changes in
accessories while remaining untested on conflicts involving viewpoint, scene geometry, or multiple
subjects. The record should identify this support instead of translating success on a few curated examples
into universal instruction arbitration. A useful benchmark makes those boundaries visible and supplies a
structured path for testing further conditions in new cases.

The phrase generalization needs an object: another observation of the same source, another source within
the same collection, or a different acquisition process. Each requires a different assessment boundary.
Structured validation makes explicit how correlated observations are assigned across training and
evaluation (Roberts et al., 2017). Selection bias can still arise if the final boundary is repeatedly consulted
while choosing a method (Varma and Simon, 2006). Publishing the split identifiers and the information
permitted during each stage allows the claimed transfer to be checked. When a study proposes a new
architecture but performs only a data audit, it should state that difference directly. Useful evidence about
data coverage does not require pretending that a prediction system has already been trained and externally
validated.

An automated measurement should not inherit the authority of its training labels without a direct
assessment of use. The relevant checks include systematic disagreement with the intended procedure
(Bland and Altman, 1986) and calibration of any probability claims (Guo et al., 2017). Ranking
performance, absolute accuracy, and confidence reliability are distinct outcomes. A study can improve
one while leaving the others unchanged. Keeping the measurements separate permits examination of those
tradeoffs and avoids implying that one favorable statistic establishes all aspects of validity. When
independent judgments are unavailable, the limitation should remain part of the result. The absence of a
target observation cannot be repaired by combining several correlated proxies into a more elaborate total
score.



4. Reference access and measurement reliability

Subject preservation is one dimension of a larger video-generation task. VBench explicitly motivates
separating evaluation dimensions (Huang et al., 2023), and the visual literature offers structural (Wang et
al., 2004), perceptual (Zhang et al., 2018), and temporal-distribution measurements (Unterthiner et al.,
2018). A study should choose among them according to the claim and available reference information.
When identity, motion, and visual quality move in different directions, the disagreement should be
analyzed rather than automatically resolved by a weighted total. The weighting itself expresses a
preference that may differ across applications. Preserving per-frame and per-clip records allows
alternative interpretations to be evaluated later. It also makes coverage visible when some poses or
occlusions prevent valid scoring. A generator can demonstrate a useful, limited preservation capability
without having established universal reliability across all subjects, durations, and visual conditions.

A system's reliable operating region may be narrower than the collection of inputs an interface accepts.
Selective prediction separates performance on accepted cases from the fraction of cases accepted
(Geifman and El-Yaniv, 2017). Reporting only the former can hide a substantial loss of coverage.
Uncertainty estimates may also change under distribution shift (Ovadia et al., 2019), so familiar-condition
confidence is not automatically evidence about new subjects, scenes, or control histories. A useful
evaluation records rejected, ambiguous, and unsupported cases alongside successful ones. This makes it
possible to distinguish limited but honest capability from a system that answers broadly with unreliable
certainty. Any proposed deferral rule still requires assessment on its intended input population; it is not
validated merely by being described.

Reproducibility begins with preserving which scientific objects are being linked. Stable identifiers and
reusable metadata help connect inputs, reference observations, model versions, and reported outcomes
(Wilkinson et al., 2016). The scoring pipeline also has dependencies that can change the interpretation of
a result: preprocessing, representation checkpoints, thresholds, and aggregation code can all matter
(Sculley et al., 2015). A compact release should retain those decisions rather than only the final mean.
Where source data cannot be redistributed, an access description and hashes can still identify the analyzed
inputs. This record allows later users to distinguish a change in the underlying system from a change in
how the system was measured. Reproducibility is therefore part of interpretation, not simply a final
packaging step.

5. Conclusion

Reference conflicts need a task contract before they need a winning output. The proposed design
distinguishes authoritative identity evidence, editable appearance, valid combinations, and unsupported
requests. It then measures resolution, preservation, and coverage separately. No new model result is
claimed. The contribution is an interpretable evaluation boundary through which a subject-generation
workflow can demonstrate the particular kinds of conflicting conditions it actually handles.
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